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Abstract
Explainable AI (XAI) aims to provide insights into the decisions
made by AI models. To date, most XAI approaches provide only
one-time, static explanations, which cannot cater to users’ diverse
knowledge levels and information needs. Conversational expla-
nations have been proposed as an effective method to customize
XAI explanations. However, building conversational explanation
systems is hindered by the scarcity of training data. Training with
synthetic data faces two main challenges: lack of data diversity and
hallucination in the generated data. To alleviate these issues, we in-
troduce a repetition penalty to promote data diversity and exploit a
hallucination detector to filter out untruthful synthetic conversation
turns. We conducted both automatic and human evaluations on the
proposed system, fEw-shot Multi-round ConvErsational Explana-
tion (EMCEE). For automatic evaluation, EMCEE achieves relative
improvements of 81.6% in BLEU and 80.5% in ROUGE compared
to the baselines. EMCEE also mitigates the degeneration of data
quality caused by training on synthetic data. In human evaluations
(𝑁 = 60), EMCEE outperforms baseline models and the control
group in improving users’ comprehension, acceptance, trust, and
collaboration with static explanations by large margins. Through a
fine-grained analysis of model responses, we further demonstrate
that training on self-generated synthetic data improves the model’s
ability to generate more truthful and understandable answers, lead-
ing to better user interactions. To the best of our knowledge, this
is the first conversational explanation method that can answer
free-form user questions following static explanations.

CCS Concepts
• Human-centered computing → Interactive systems and
tools; Collaborative and social computing systems and tools;
• Computing methodologies→ Artificial intelligence.

Keywords
Explainable AI (XAI), Conversational AI, Human-AI Interaction

Please use nonacm option or ACM Engage class to enable CC licenses
This work is licensed under a Creative Commons Attribution 4.0 International License.
IUI ’25, March 24–27, 2025, Cagliari, Italy
© 2025 Copyright held by the owner/author(s).
ACM ISBN 979-8-4007-1306-4/25/03
https://doi.org/10.1145/3708359.3712143

ACM Reference Format:
Tong Zhang, Mengao Zhang, Wei Yan Low, X. Jessie Yang, and Boyang Li.
2025. Conversational Explanations: Discussing Explainable AI with Non-AI
Experts. In 30th International Conference on Intelligent User Interfaces (IUI
’25), March 24–27, 2025, Cagliari, Italy. ACM, New York, NY, USA, 24 pages.
https://doi.org/10.1145/3708359.3712143

1 Introduction
Despite the high accuracy of deep neural networks (DNNs), it re-
mains necessary for human domain experts to verify the DNN de-
cisions and examine the reasoning process to prevent catastrophic
failures in high-stake and mission-critical applications like health-
care, finance, and law enforcement. [9, 69]. To this end, much re-
search in recent years has been devoted to eXplainable Artificial
Intelligence, or XAI (e.g., [10, 59, 76]).

However, most current XAI techniques provide one-off, static
explanations that are not customized to the user. As users differ in
their knowledge levels, as well as tasks or goals that they try to
accomplish, they will inherently have different information needs
[21, 30, 51, 86]. Existing static XAI methods fail to address these
diverse needs, leading to users’ insufficient understanding of model
behavior and undermining human-AI collaboration [51, 52, 67, 98].
Indeed, recent studies found that the end users and domain experts
with limited machine learning knowledge struggle to understand
and use the XAI explanations [21, 86].

Conversational explanations, or conversational XAI, have been
suggested as a suitable solution for providing customized expla-
nations to users [23, 48, 51, 98]. Lakkaraju et al. [48] discovered
that human decision-makers have a strong preference for explana-
tions in the form of natural language dialogue. They argued that
conversational explanations can provide personalized responses
and relevant information based on users’ conversational histories.
Zhang et al. [98] showed that answering users’ follow-up questions
after providing static explanations significantly improves their com-
prehension, acceptance, trust, and collaborative decision-making
with AI.While the need for conversational XAI has been recognized,
building such systems is hindered by data scarcity, partially due
to the difficulty of collecting high-quality conversations about AI
explanations. As far as we are aware, there is only one dataset of 60
conversations focused on two types of static explanations [98]. To
date, existing conversational explanations rely on human-authored
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templates, which can only handle a limited and prede�ned range
of user questions [77, 82].

To handle data scarcity, we propose a novel method in this work
to develop conversational explanations by training large vision lan-
guage models (VLMs) on synthetic conversations. However, train-
ing with synthetic data encounters two primary challenges: the lack
of data diversity in self-generated data [8, 73, 79], and the hallucina-
tions generated by VLMs [6, 14, 39, 49, 99]. The �rst challenge, lack
of data diversity, arises as generative models tend to overrepresent
high-frequency content [8, 73, 79] and suppress the tails of the
data distribution. To alleviate this issue, we introduce a repetition
penalty that reduces the frequency of tokens existing in previously
generated conversations. The other obstacle is the hallucination in
generated conversations. VLMs often su�er from generating un-
truthful information, referred to as hallucination [6, 14, 39, 49, 99].
To mitigate the hallucinated, factually incorrect answers, we trained
a hallucination detector to �lter out such conversation turns after
data generation. To train the detector, we collected a hallucination
dataset of 750 factual and 750 incorrect statements about basic
machine learning and XAI methods.

We conducted both automatic and human evaluations on the
proposed system, fEw-shot Multi-round ConvErsational Explana-
tion (EMCEE), to assess its performance. The automatic evalua-
tion is conducted on the only existing conversational explanation
dataset [98]. We assessed the performance of di�erent conversa-
tional XAI systems by measuring the word overlap between gener-
ated responses and ground truth texts.

For the human evaluation, we evaluated how di�erent conversa-
tional XAI systems assist users in understanding static explanations
of image classi�cation models, improving acceptance and trust in
XAI methods, and choosing the best AI models using only the expla-
nations. We recruited a total of 60 participants and randomly divided
them into three groups of equal size. One group interacted with
our EMCEE model regarding static explanations, another group
engaged with the baseline LLaVa-1.5 model, and the control group
independently reviewed materials about the static explanations.
Before and after the conversation or reading session, we measured
their objective understanding and subjective perceptions of the
provided static explanations. Based on the results, we estimated the
e�ectiveness of the di�erent conversational explanation systems in
improving users' comprehension and usage of explanations.

Empirical results showed that our EMCEE outperforms the base-
line LLaVa-1.5 model in both automatic and human evaluations
by a large margin. In the automatic evaluation, EMCEE achieved
relative improvements of 81.6% in BLEU and 80.5% in ROUGE com-
pared to the baseline. While repeated training on self-generated
data often leads to reduced diversity and quality [8], we showed
that the proposed repetition penalty and hallucination detection
can slow down the data degeneracy in training with synthetic data.
In the human evaluation, participants who interacted with EMCEE
reported a better understanding of static explanations, felt that the
explanations enhanced their experience with AI models, were more
inclined to use explanations in the future, trusted the explanations
more, and demonstrated that they could collaborate better with AI
systems using the explanations.

To further investigate how training on self-generated synthetic
data enhances user interactions with the conversational XAI sys-
tem, we conducted a �ne-grained analysis of model responses to
di�erent types of user questions. We manually classi�ed the ques-
tions asked during the human evaluation into three categories:
generic AI/XAI questions, questions related to the provided expla-
nations, and extended questions. We sampled 10 questions from
each category for both the baseline and EMCEE models. Three well-
educated annotators rated the responses on factual correctness
and understandability. Results showed that EMCEE consistently
provides more accurate and truthful answers across all question
types compared to the baseline. The improvement in factual cor-
rectness highlights the e�ectiveness of the hallucination detector
in �ltering out incorrect statements from the synthetic data and
reducing model hallucinations. In terms of understandability, EM-
CEE outperforms the baseline, particularly for questions related to
the provided explanations. This suggests that training on synthetic
conversations helps EMCEE better grasp the conversational con-
text of explanations, leading to more understandable responses for
users.

Our contributions can be summarized as follows.
� To the best of our knowledge, we propose the �rst conversa-

tional explanation system that can answer free-form follow-up
questions after providing static explanations to users.

� We introduce a novel method to train conversational explana-
tion systems on self-generated synthetic data. To enhance data
quality, we propose a repetition penalty to boost data diversity
and a hallucination detector to reduce erroneous information in
synthetic data.

� We validate the e�ectiveness of our conversation explanation
system, EMCEE, through both automatic and human evalua-
tion (# = 60). Results show that EMCEE signi�cantly outper-
forms baseline models in helping non-AI experts understand and
utilize AI explanations.

� We analyze model responses to user questions and demonstrate
that training on self-generated synthetic data improves the model's
ability to generate more truthful and understandable responses,
leading to enhanced user interactions with the system.

2 Related Work
2.1 Static XAI
Explainable Arti�cial Intelligence (XAI) refers to techniques that
explain the learning process or the predictions of AI [90]. Most
existing techniques are static XAI, which provides a one-time expla-
nation with no capability for further user interaction. These tech-
niques can be broadly divided into two categories: self-explanatory
models and post-hoc methods. Self-explanatory models are inher-
ently transparent, o�ering clarity in their decision-making pro-
cesses [37, 47, 72, 88, 91]. The majority of recent XAI methods are
post-hoc XAI methods, applied to already developed models that
lack inherent transparency [1, 7, 10, 70, 76]. There are two main
groups of methods in post-hoc XAI, i.e., feature attribution methods
and example-based methods.
Feature Attribution. Feature attribution methods explain model
predictions by investigating the importance of input features to �nal
predictions [1, 15]. There are two main types of feature attribution
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methods, gradient-based methods [12, 46, 50, 59, 76, 81, 83, 87, 87]
and surrogate methods [3, 33, 35, 57, 70, 78]. Gradient-based meth-
ods employ gradients to evaluate the contribution of a model input
on the model output. Surrogate methods leverage a simple and
inherently interpretable model, such as a linear model, to locally
approximate the behavior of the complex neural network.
Example-based Methods. Example-based methods explain AI
predictions by identifying a selection of data instances [1, 15, 66].
These instances may be training data points with the most in�uence
on the parameters of a prediction model [10, 27], counterfactual
examples that alter predictions with minimal changes to inputs [64,
71, 85, 89, 95, 96], or prototypes that contain semantically similar
parts to input instances [13, 38, 41].

In this work, we focus primarily on feature attribution methods,
as they directly highlight the importance of input features, making
the decision-making process of models more intuitive for laypeople
[42]. Speci�cally, we select Grad-CAM, Integrated Gradients, and
SHAP from gradient-based methods, as well as LIME from surrogate
methods, to evaluate the e�ectiveness of di�erent conversational
evaluation systems.

2.2 Conversational XAI
Human-Computer Interaction (HCI) researchers have recently pro-
posed that XAI methods should involve conversation, aligning with
the natural way humans explain to each other. Speci�cally, Lom-
brozo[58] argues that explanations emerge from a conversational
interaction between an explainer and an explainee. Similarly, Miller
[63] emphasizes that explanations should include an interactive
communication process, where the explainer provides the neces-
sary information for the explainee to understand the causes of an
event through dialogue. Building on this perspective of human
explanations, recent works have introduced the concept of "explain-
ability as dialogue," aiming to make explanations more accessible
to a wide range of non-expert users [23, 48, 51].

Despite much exploration of the role of conversation in explain-
ability, the practical development of conversational XAI is still in
its early stages, with limited methods available so far. Shen et al.
[77] applied conversational explanations to scienti�c writing tasks,
�nding improvements in productivity and sentence quality. Like-
wise, Slack et al. [82] designed dialogue systems that help users
better understand machine learning models in tasks like diabetes
prediction, rearrest prediction, and loan default prediction. How-
ever, these systems rely on template-generated conversations and
can only handle a limited set of prede�ned queries. Our work rep-
resents the �rst system capable of delivering free-form explanatory
conversations about static explanations.

2.3 Training with Synthetic Data
The exceptional performance of Large Language Models (LLMs)
and Vision Language Models (VLMs) in generating human-like text
has encouraged researchers to explore their use as training data
generators [25, 28, 61, 62, 93, 94]. For example, SuperGen [61] uses
LLMs conditioned on label-descriptive prompts to generate training
data for text classi�cation tasks. FewGen [62] �netunes an LLM on
few-shot samples and uses it to generate synthetic data for seven
classi�cation tasks in the GLUE benchmark. While LLMs and VLMs

have shown promise in generating human-like texts, they still face
the challenge of producing noisy and low-quality synthetic data.
This may lead to decreased performance or perpetuated biases in
the model trained on the data [22, 39, 44, 49, 73, 97].

To mitigate the detrimental e�ects of noisy and low-quality
synthetic data from LLMs and VLMs, several methods have been
proposed [25, 28, 62, 94]. For example, ProGen [94] adjusts the
weight of generated data points with regard to its in�uence on the
validation loss, using in�uence function [45]. However, these strate-
gies have primarily focused on generating data for classi�cation
tasks and on training small-scale task-speci�c models. Techniques
such as applying the in�uence function to weigh data points are
e�ective for smaller models. They present challenges and require a
special design when adapted to LLMs [26].

In our work, we apply data generation to conversational ex-
planations and utilize generated data to train the original VLM.
We improved the quality of the generated data and signi�cantly
slowed down model degeneracy after multiple generation-training
iterations (see Ÿ5.1.3).

3 Methodology
The overall work�ow of EMCEE is illustrated as Figure 1 and out-
lined in Algorithm 1. Starting from a pretrained VLM+1, we gener-
ated a set of synthetic conversations� 1, while using the repetition
penalty to encourage data diversity. Each conversation contains
multiple turns, denoted ash¹x1•~1º•¹x2•~2º• ” ” ”i , where the human
turn is x8 and the machine response is~8. Then, we applied a hal-
lucination detector5� , which �lters out hallucinated conversation
turns. That is, if we detect hallucination from the machine response
(i.e.,5� ¹~8º = 1), ¹x8•~8º is removed from the conversation. This
process yields cleaned data� clean

1 . Afterwards, we �netuned the
VLM on � clean

1 , leading to the next VLM+2, from which we start
another round of generation-�ltering-�netuning. This process is
repeated multiple times, without reusing any synthetic data from
previous rounds.

We designed a prompt that is used across all stages,i.e.,data
generation, model �ne-tuning, and model inference. The prompt in-
cludes an instruction, background information about the AI model
and XAI method, and several demonstration conversations. The
instruction speci�es the purpose of the conversation, which is to en-
hance user comprehension of static explanations. The background
information includes details about the prediction task, the machine
learning model, the XAI technique, and an example explanation.
Details of the prompts are in Appendix A.

The number of demonstration conversations utilized varies in
di�erent stages. During data generation and model �netuning, we
randomly chose zero or one demonstration and kept it consistent
for each mini-batch. During model inference and evaluation, the
number of demonstrations ranged between zero and three.

3.1 Repetition Penalty
The repetition penalty encourages the VLM to generate more di-
verse conversations by discounting the logits of tokens seen in
previous conversation turns. Speci�cally, given the logitsI 8 for
each token8 in the vocabulary, the probability?8 of predicting
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Figure 1: The Overall Work�ow of EMCEE. +8 denotes the VLM and � 8 denotes the synthetic conversation data in the 8-th
iteration. Starting from a pretrained VLM +1, we �rst generate diverse synthetic conversations � 1 with the repetition penalty.
Next, we use a hallucination detector to clean synthetic data, producing cleaned data � clean

1 . We then �netune the VLM on
� clean

1 , which creates +2, and this process repeats.

Algorithm 1 EMCEE

Input : a pretrained VLM+1; a hallucination detector5� , 5� ¹~º = 1
if ~ is deemed hallucination; number of conversations

to generate per round# ; maximum number of rounds' .
Output : a �netuned model+'
1: for Ain 1”””' do
2: DA  generate# conversations from+A;
3: � clean

8  f¹ x•~º 2 � A j 5� ¹~º < 1g;
4: +A̧ 1  �netune +A on � clean

8 ;
5: end for

token8is computed as,

?8 =
exp¹I 8•¹) ¸ \ � 1¹82 � ººº

Í
9exp¹I 9•¹) ¸ \ � 1¹92 � ººº

• (1)

where) is the temperature.\ is the ratio of the repetition penalty.
� is the set of words existing in generated conversations in the
current round, and1 is an indicator function. When the token8
exists in� , 1¹82 � º is 1, otherwise,1¹82 � º is 0.

3.2 Hallucination Detection and Filtering
VLMs often generate convincing but factually incorrect statements,
especially when answering questions that require reasoning and
logical deduction [6, 14, 39, 49, 99]. Conversational explanations are
mainly about explaining the causal relationship between static ex-
planations and AI predictions, which involves signi�cant reasoning.
Therefore, hallucination is a major concern in this use case.

To reduce hallucination, we integrated a hallucination detector
into the training process, which identi�es and removes halluci-
nated conversation turns. To train the detector, we constructed a
dataset comprising 1,500 sentences about machine learning and
XAI methods. The dataset is balanced, containing 750 factually
correct sentences and 750 factually incorrect ones. It includes 500
sentences on general machine learning knowledge, sourced from
students studying machine learning. Among 500 sentences, 250
sentences were picked from the class notes by students. After that,
the students were asked to create 250 incorrect sentences based
on the correct ones. The remaining 1,000 sentences are about XAI

knowledge; we used GPT-4-turbo-2024-04-09 to generate 500 factu-
ally correct sentences about XAI and subsequently alter them to be
incorrect. All generated sentences have been rigorously validated
by XAI experts. To prevent data duplication, we manually removed
all duplicated sentences. Example sentences from this dataset are
displayed in Table 1. We used 80% of the dataset for training the
detector, with the remaining 20% reserved for validation and testing.

3.3 Implementation
We used LLaVa-1.5 [55, 56] as our base vision language model.
LLaVa-1.5 is an end-to-end trained large multimodal model that
combines a vision encoder and an LLM for general-purpose visual
and language understanding. We chose LLaVa-1.5 for its high per-
formance in answering scienti�c questions and pro�ciency in visual
chat scenarios [55, 56].

For the data generation process, the number of generated con-
versations# at each round is set to 2000, with 500 conversations for
each static explanation method. The number of training iterations
of the generation network is empirically tuned on the validation set
and set to �ve. The temperature is set to 1.2 to encourage diverse
generations while maintaining coherence. The repetition penalty
ratio is set to 1.1. For �netuning LLaVa-1.5, we used LoRA [32] to
only �netune the language model while keeping the vision encoder
and projector frozen. The rank of the LoRA parameter is set to
128, the batch size is 32, and the learning rate is2 � 10� 4 with
cosine annealing. In each generation-�ltering-�netuning round, we
�netuned the LLaVa-1.5 for 3 epochs. Finally, for the hallucination
detector, we trained a Bert-base model [18] using the SGD optimizer
with a learning rate of 0.01, batch size of 16, and weight decay for
100 epochs. The hallucination detector achieved an accuracy of
79.5% on the held-out test set.

4 Evaluation Methodology
In this section, we present the evaluation methodology used to
assess the performance of our proposed EMCEE model. We em-
ployed two evaluation methods: automatic and human evaluations.
The automatic evaluation is crucial for objectively measuring the
model's ability to generate responses that align with ground truth
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Sentence Label
When the amount of data stays the same, the more parameters, the more di�cult to estimate
the parameters accurately.

0

When the amount of data stays the same, increasing the number of parameters can improve
the accuracy of their estimates.

1

XAI is less important in systems where decisions are not critical. 0
XAI is only relevant in non-critical systems. 1
Grad-CAM can be applied to any convolutional layer of a network, not just the �nal layer. 0
Grad-CAM is restricted to analyzing the input and output layers of a network. 1
LIME can explain any machine learning model as long as it can probe the model with perturbed
inputs.

0

LIME can only explain models that are speci�cally designed to work with its framework. 1
The path taken from baseline to input in Integrated Gradients is typically linear. 0
The path taken is randomly generated in each run of Integrated Gradients. 1
SHAP values can be computed for any data point in the dataset, providing versatile insights. 0
SHAP values can only be computed for a limited set of prede�ned data points. 1

Table 1: Examples of sentences with labels in our hallucination dataset. Label 0 means the sentence is factually correct; label 1
means the sentence is factually incorrect.

explanations, using established metrics. Since our conversational
XAI system is designed to help users better understand and utilize
static explanations, human evaluation is necessary to assess its real-
world impact. We examined the system's e�ectiveness by observing
participants' comprehension, acceptance, trust in the static expla-
nations, and their ability to collaborate with these explanations,
both before and after interacting with the system.

4.1 Automatic Evaluation Metrics and Dataset
For automatic evaluations, we conducted few-shot evaluations with
zero to three demonstrations. We leverage BLEU [68] and ROUGE
[54] scores to measure word overlaps between generated response
text and ground truth text. Higher BLEU and ROUGE scores indi-
cate better alignment between the generated and human-written
texts, re�ecting the model's ability to produce more accurate and
contextually appropriate outputs. These two metrics are commonly
used in natural language processing (NLP) evaluation, as they are
easy to compute and comparable across di�erent papers.

We conducted our automatic evaluation using the only existing
dataset of human-human conversational XAI interactions, which
was collected in previous work by Zhang et al. [98]. This dataset
was gathered using a Wizard-of-Oz (WoZ) setting [40]. Participants
interacted with what they believed was an autonomous dialogue
system, which was actually operated by a human expert in ma-
chine learning and XAI. The dataset includes 30 conversations on
the LIME method and another 30 on the Grad-CAM method. On
average, each conversation contains 27.4 utterances, with each ut-
terance averaging 14.4 words. Due to its small size, we did not use
this dataset for training. We employed one conversation per static
explanation method (LIME and Grad-CAM) as a demonstration in
the data generation prompt and six conversations for demonstra-
tions in the few-shot evaluation. In the remaining 52 conversations,
10 conversations were used for validation and 42 were used for
testing.

Table 2: Academic disciplines of our participants and the
number of participants in each group. There are 60 partici-
pants from 4 di�erent discipline groups.

Academic Discipline Number of Participants
Business 14
Engineering 10
Humanities 18
Science 18

Although BLEU and ROUGE are useful and widely used, they
have limitations. High n-gram overlap with human-written refer-
ences does not necessarily guarantee that users can understand
the generated responses or that the responses are coherent within
the conversation. Therefore, we also conducted human evaluations
to assess the e�ectiveness of di�erent conversational models in
helping users understand, accept, and trust static explanations.

4.2 Human Evaluation Protocol
For the human evaluation, we evaluated the e�ect of di�erent con-
versational XAI methods by observing participants' objective un-
derstanding and subjective perception of static explanations, before
and after interacting with di�erent conversational XAI methods.
Our study has received approval from our Institutional Review
Board (#IRB-2023-254).

4.2.1 Participants.We recruited 60 participants for our study. All
were 21 years old or older, �uent in English, and had not been
involved in research about XAI previously. We recruited our partic-
ipants in two ways: by posting advertisements on an online forum
and by emailing students and sta� across various departments and
schools. To ensure diversity, participants came from a broad range
of disciplines. For ease of reporting, we categorize their disciplines
into four groups:

� Business, including Business and Accountancy.
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� Engineering, including Civil and Environmental Engineering,
Electrical and Electronics Engineering, Chemical Engineering
and Biotechnology

� Humanities, including Psychology, Economics, Communication
Studies, Linguistics and Multilingual Studies, and Sociology.

� Science, including Biology, Chemistry, Sport Science & Manage-
ment, and Physics.

Table 2 shows statistics of the academic disciplines that the partici-
pants enrolled in.

4.2.2 Experimental Task.We focused on the image classi�cation
task on the ImageNet dataset and trained three classi�cation mod-
els with di�erent top-1 classi�cation accuracies: Swin Transformer
(84.1%), VGG-16 (71.6%), and AlexNet (56.5%). We chose image clas-
si�cation because it requires minimal domain-speci�c expertise,
making it well-suited for crowdsourcing among participants from
diverse domains. To generate explanations for model predictions,
we adopted four feature attribution explanation methods: LIME [70],
Grad-CAM [76], Integrated Gradients [83], and SHAP [59]. For a
more comprehensive evaluation, we extended the two XAI methods
used in automatic evaluation to these four attribution explanation
methods. The focus is on feature attribution as we believe the re-
lationship between input features and model predictions is more
intuitive to understand for laypeople than, for example, data attri-
bution [42].

4.2.3 Experimental Interface.Our study was conducted on a web-
based platform allowing participants to complete the entire proce-
dure remotely. This platform ensures that all communication be-
tween users and conversational agents is text-based and recorded.
Figure 2 displays an example screenshot of the interface. There are
two sections on the page. On the left (Figure 2 Part A), participants
see a task description, a description of the prediction model, a model
input, a model output, an explanation generated by the explanation
model, and a description of the explanation. On the right within
the chatbox (Figure 2 Part B), participants engage in a text-based
conversation with the agent to clarify the provided explanation.
Participants can ask any questions or provide comments related
to the explanation on the left. In the control group, we replaced
the chatbox with a 15-minute timer. Once the timer reached zero,
participants were allowed to proceed to the post-measurements.

4.2.4 Experimental Design.There are two independent variables
and two categories of dependent variables. The �rst independent
variable is the explanation method: LIME, Grad-CAM, Integrated
Gradients, or SHAP. The second independent variable is the par-
ticipant's group: participants either have a conversation with our
EMCEE, a conversation with the baseline LLaVA-1.5, or read the
static explanations. We measure participants' objective understand-
ing and subjective perceptions of explanations before and after
conversations or readings. Two sets of dependent variables are
collected in the experiment: the model selection accuracy and the
self-reported perception scores.

Previous work [21] indicates that participants' prior knowledge
of AI may in�uence their perceptions of explanations, potentially
introducing a confounding factor. To mitigate any potential con-
founding variable, participant assignments to the three groups
are completely random. Additionally, the results in Section 5.2

showed no signi�cant di�erence (p = 0.44) amongst self-reported
pre-conversation understanding of the three groups.

4.2.5 Measurement of Users' Objective Understanding � Selection
of Classification Models.We assessed users' understanding of static
explanations by measuring their performance in a model selection
task. Model selection is a fundamental task for machine learning
practitioners [4]. Speci�cally, participants were presented with 5
input images, on which the three classi�cation models make identi-
cal decisions. The only di�erences between these models are their
explanations. Participants must choose the model that they believe
will perform most accurately on unobserved test data. Hence, to
make the correct selection, the participants must understand the ex-
planations. We measured participants' objective understanding of
static explanations by their accuracy in selecting the correct model.
The complete set of images used for LIME, Grad-CAM, Integrated
Gradients, and SHAP is detailed in Appendix B.

We observe that static explanations do not always faithfully re-
�ect the actual workings of classi�cation models [2, 36, 43] and
do not always contain actionable information for model selection.
In our study, model selection is used to determine whether users
can comprehend static explanationswhenthe explanations do have
actionable information for selection, rather than assessing the expla-
nations themselves. For this, we chose images that models with high
accuracy can provide more reasonable explanations. An explana-
tion is deemed more reasonable when it highlights features that are
unique to the predicted class and avoids irrelevant features. A good
model should have explanations that rely on multiple types of dis-
criminative features, making the model more robust. Consequently,
the model makes the correct decision even if some discriminative
features are absent or occluded. Hence, this approach allows users
to easily pick the best classi�cation models if they understand the
static explanations well.

Other objective measurements to assess user understanding
[11, 86]are not suitable for our study. These methods measure
users' accuracy on the same prediction tasks as the classi�er, such
as student admission [11] or recidivism prediction [86]. Their main
idea is to compare users' predictive accuracy with and without
explanations. However, the current work focuses on the task of
image classi�cation, a task users can easily perform without any
explanation. Even when the user cannot make correct predictions,
explanations highlighting relevant portions of the image is unlikely
to provide any assistance. Instead, we used model selection as the
objective measurement. To ensure that the correct model selection
re�ects users' understanding of XAI, we carefully curated a set of
images so that users could only make the correct choice if they
comprehended the explanations provided.

4.2.6 Measurements of Users' Subjective Perception.We also mea-
sured participants' self-reported perception of the static explana-
tions, including their comprehension, acceptance, and trust. There
are a total of 13 questions. All questions utilize a 7-point Likert
scale for responses. The full list of the questions is in Appendix C.

� Comprehension [11, 31]: Participants' subjective perceptions of
their understanding of explanations. It serves as a supplement
to objective assessments, o�ering a more comprehensive view
of how well participants understand static explanations.
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Figure 2: The interface where users discuss static explanations with a conversational agent. Part A : Information about static
explanations, including a task description, a description of the prediction model, a model input, a model output, an explanation
generated by the explanation model, and a description of the explanation. Part B: A chatbox where users converse with a
conversational agent to clarify the explanation.

� Perceived Usefulness [16, 17, 19]: The degree to which partici-
pants feel that the explanations enhance their experience with
deep learning models. Together withperceived ease of useand
behavioral intention, these three factors measure participants'
acceptance of static explanations. They are derived from the
Technology Acceptance Model (TAM) [16, 17, 19], a widely ap-
plied theory for understanding individual acceptance and usage
of information systems. Investigating users' acceptance of the
explanations is very important, as the explanations are intended
for end-users.

� Perceived Ease of Use [16, 17, 19]: Participants' judgment of the
simplicity and clarity of the explanations.

� Behavioral Intention [16, 17, 19]: The tendency of participants
to utilize the explanation information in the future.

� Trust [5, 65]: Participants' con�dence in the reliability of the
explanation methods to perform as intended. Trust has been rec-
ognized as a key factor in human-AI collaboration, as it in�uences
how much humans rely on AI models, thus directly a�ecting the
e�ectiveness of the human-AI team [20, 29, 74, 75, 80, 84, 92].



IUI '25, March 24�27, 2025, Cagliari, Italy Zhang et al.

4.2.7 Experimental Procedure.Before participating in the study,
participants signed an informed consent form that details the study's
objectives and procedures. The form also explained the compen-
sation and ensured both anonymity and con�dentiality of the col-
lected data. After signing, participants received an email with in-
structions to access the study platform. Once logged in, a pop-up
window provided a brief overview of the tasks. Participants then
began with pre-experiment measurements for their objective un-
derstanding and subjective perceptions of static explanations. Ob-
jective understanding was assessed by letting participants choose
the most accurate of three classi�cation models on unseen test data,
using 5 explanation examples. The subjective perception was mea-
sured through 13 self-reporting questions. These questions probed
participants' perceived comprehension, acceptance, and trust in the
explanations.

After these initial measurements, we randomly assigned par-
ticipants into three groups of equal size. One-third engaged in an
online text-based conversation with our EMCEE model to ask ques-
tions and clarify doubts. Another third conversed with the baseline
LLaVA-1.5 model. The remaining third, serving as the control group,
spent 15 minutes reviewing the static explanations independently.
The duration matched the average time spent in conversations by
the other two groups. The information provided to participants
at this stage is displayed in Figure 2. Since this phase focuses on
explaining XAI methods to users rather than testing their under-
standing, explanations for just one classi�er were su�cient. We
used the Swin Transformer as the classi�er due to its higher classi-
�cation accuracy.

After the conversation or reading session, participants repeated
the same measurements of objective understanding and subjective
perceptions as in the pre-session phase. All results and conversation
records are documented. Upon completing the study, participants
received a $10 reward.

5 Results & Discussion
This section presents the experimental results from both automatic
and human evaluations of the baseline and our EMCEE model. For
the automatic evaluation, we report results on an existing dataset
of human-human conversational XAI interactions and include an
ablation study to show the e�ectiveness of di�erent components
in our method. For the human evaluation, we present results on
participants' objective understanding and subjective perceptions of
static explanations, measured before and after di�erent conditions.
We also analyze the collected conversations and provide insights
into why our system can improve users' understanding, acceptance,
and trust in static explanations.

5.1 Results of Automatic Evaluation
5.1.1 Comparison of Baseline and Our Method.Table 3 presents the
automatic evaluation results of both the baseline LLaVa-1.5 model
and our EMCEE model when we prompt them with 0 to 3 example
conversations. Our model exhibits substantial improvements over
LLaVa-1.5 in terms of both BLEU and ROUGE scores. Speci�cally,
EMCEE shows an increase of 81.6% in BLEU scores and 80.5% in
ROUGE scores compared to LLaVa-1.5. These results suggest that
our model, trained on self-generated synthetic conversations in

Figure 3: BLEU-4 and Rouge-L scores over the number of
training iterations for LLaVa-1.5, EMCEE and di�erent ab-
lated version of EMCEE.

a multi-round setting, can better explain static XAI and produce
responses more aligned with human answers to users' inquiries.

5.1.2 Ablation Study.We created the following ablated versions
of EMCEE: (1) No multi-round training, which performs one round
of synthetic generation, �ltering, and model �netuning. (2) No
repetition penalty, which removes the repetition penalty. (3) No
hallucination detection, which does not detect and remove halluci-
nated conversation turns.

Table 4 summarizes the results of di�erent ablated versions of
EMCEE. We make the following observations. First, the absence of
multi-round training signi�cantly reduces the performance across
all BLEU and ROUGE metrics. This demonstrates that generating
synthetic conversations and �ltering out hallucination conversa-
tions in an iterative way can gradually improve the quality of gener-
ated conversations and thus improve the performance of our model.
Second, the model's performance decreases when the repetition
penalty is removed. This result indicates that the diversity of syn-
thetic conversations plays a crucial role in our model. Third, the
most substantial performance drop occurs when the hallucination
detector is removed, with a 10.7% decrease in BLEU scores and a
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Table 3: Automatic Evaluation of pretrained LLaVa-1.5 and our model. We prompt models with 0 to 3 example conversations.

Methods Shot Num BLEU-1 BLEU-2 BLEU-3 BLEU-4 ROUGE-1 ROUGE-2 ROUGE-3 ROUGE-L

LLaVa-1.5

0 0.1328 0.0534 0.0235 0.0103 0.3150 0.0595 0.0179 0.2507
1 0.1447 0.0680 0.0361 0.0196 0.2823 0.0823 0.0374 0.2324
2 0.2160 0.1329 0.0985 0.0813 0.3365 0.1469 0.1014 0.2883
3 0.1979 0.1265 0.0854 0.0687 0.3153 0.1339 0.0839 0.2709

EMCEE
(Ours)

0 0.2394 0.1659 0.1270 0.1055 0.3918 0.2295 0.1794 0.3418
1 0.2895 0.2186 0.1826 0.1618 0.4513 0.2854 0.2391 0.4006
2 0.3056 0.2336 0.1945 0.1721 0.4629 0.2964 0.2454 0.4054
3 0.2786 0.2100 0.1769 0.1571 0.4380 0.2798 0.2339 0.3881

Table 4: An ablation study of the proposed EMCEE on the conversational explanation dataset

Methods BLEU-1 BLEU-2 BLEU-3 BLEU-4 ROUGE-1 ROUGE-2 ROUGE-3 ROUGE-L

EMCEE 0.3056 0.2336 0.1945 0.1721 0.4629 0.2964 0.2454 0.4054
No Multi-round Training 0.2808 0.2079 0.1685 0.1465 0.4198 0.2608 0.2162 0.3756

No Repetition Penalty 0.2824 0.2214 0.1854 0.1657 0.4219 0.2778 0.2329 0.3798
No Hallucination Detection 0.2730 0.1977 0.1631 0.1408 0.4161 0.2375 0.1950 0.3625

15.3% decrease in ROUGE scores. This result highlights the impor-
tance and necessity of �ltering hallucinated synthetic data after
generation.

5.1.3 E�ects of Multiple Generation-Training Iterations.In the train-
ing of EMCEE, we repeated the generation-training process multiple
times. We investigated how iterations a�ect the performance of
EMCEE and ablated versions of EMCEE in BLEU-4 and ROUGE-L
scores, as shown in Figure 3.

We observed that the ablated versions of EMCEE improved in
the �rst few iterations and decreased afterward. This is similar to
the �ndings of Briesch et al. [8], who showed that repeatedly train-
ing models with self-generated data initially caused performance
gains but, after a few iterations, resulted in degenerate synthetic
data with low diversity and eventual performance drop. This is
especially apparent when we removed the repetition penalty or the
hallucination �lter, as both BLEU-4 and ROUGE-L decreased drasti-
cally after the third and �fth iterations, respectively. However, with
both the repetition penalty and the hallucination �lter of EMCEE,
the performance drops became substantially milder. For BLEU-4, a
small drop was observed after the �fth iteration. For Rouge-L, the
performance e�ectively plateaued around the sixth and seventh
iteration. We conclude that the proposed techniques, including the
repetition penalty and the hallucination �lter successfully slow
down degeneracy in training with synthetic data.

5.2 Results of Human Evaluation
Table 5 presents the human evaluation results, comparing LLaVa-
1.5, EMCEE, and the no-conversation group across four explana-
tion methods: LIME, Grad-CAM, Integrated Gradients, and SHAP.
The explanation methods (LIME, Grad-CAM, Integrated Gradients,
SHAP) and participant groups (control, LLaVa-1.5, EMCEE) are

between-subject variables, while time (before vs. after) is a within-
subject variable. We conducted a three-way Analysis of Variance
(ANOVA) to analyze the results.

To ensure the validity of the ANOVA results, we veri�ed its un-
derlying assumptions: independence, normality, and equal variance.
For independence, participants were randomly assigned to one of
the three groups and each participated in the study only once. For
normality, we performed Shapiro-Wilk tests on participants' subjec-
tive understanding of di�erent explanation methods. The resulting
p-values were 0.155, 0.171, 0.062, and 0.084, indicating that the
normality assumption was met. For equal variance, we conducted
Bartlett's test, which yielded a p-value of 0.376, con�rming that
this assumption was also satis�ed.

5.2.1 E�ects of Di�erent Conversational XAI Systems on Users'
Objective Understanding and Subjective Perception of Static Explana-
tions. Results showed signi�cant main e�ects for group (� ¹2•48º =
3”79• ? = ”04), method (� ¹3•48º = 43”25• ? Ÿ ”001), and time
(� ¹1•48º = 18”48• ? Ÿ ”001). The EMCEE group, the Grad-CAM
method, and the after-conversation condition displayed the highest
objective decision accuracy. We also found a signi�cant interac-
tion e�ect between group and time (� ¹2•48º = 5”44• ? = ”007), as
displayed in the Figure 4. In participants' initial decisions, no sig-
ni�cant di�erences were observed between the EMCEE, LLaVA-1.5,
and control groups. During the �nal decision, participants inter-
acting with EMCEE or LLaVa-1.5 both showed improved decision
accuracy. However, participants using our EMCEE model consis-
tently demonstrated a greater increase in model selection accuracy
after the conversation. This phenomenon highlights EMCEE's e�ec-
tiveness in helping participants collaborate with static explanations.

We observed varied objective performance across explanation
methods (� ¹3•48º = 43”25• ? Ÿ ”001). Participants achieved the
highest accuracy in the model selection task with Grad-CAM and
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Table 5: Results of human evaluations before and after conversations. Each score is presented as mean � standard deviation
and the change X = after � before.

Explanation
Methods

Conversational
Explanation

method

Evaluation
Timing

Objective
Understanding

(Model Selection
Accuracy)

Subjective
Understanding

Acceptance
Trust

Perceived
Usefulness

Perceived
Ease of Use

Behavioral
Intention

LIME

Control
before 0.36� 0.09 4.60� 1.67 5.40� 1.19 4.73� 1.04 4.90� 0.55 4.05� 0.97
after 0.32� 0.18 4.40� 1.52 5.13� 1.26 4.27� 1.30 4.60� 0.42 3.95� 1.71

X -0.04 -0.20 -0.27 -0.46 -0.30 -0.10

LLaVa-1.5
before 0.36� 0.17 4.00� 1.58 5.20� 1.02 4.40� 1.62 4.90� 1.02 4.10� 0.22
after 0.44� 0.17 4.80� 1.48 5.60� 0.60 5.20� 0.60 5.20� 0.76 4.30� 0.54

X 0.08 0.80 0.40 0.80 0.30 0.20

EMCEE
(Ours)

before 0.36� 0.09 4.20� 0.84 5.27� 0.64 4.53� 0.60 5.00� 0.35 4.20� 0.37
after 0.52� 0.11 5.20� 0.45 5.93� 0.64 5.60� 0.68 5.70� 0.45 4.85� 0.34

X 0.16 1.00 0.66 1.07 0.70 0.65

Grad-CAM

Control
before 0.80� 0.14 4.00� 1.00 5.27� 0.36 4.67� 0.67 5.00� 0.61 4.30� 0.37
after 0.84� 0.17 4.00� 1.22 5.20� 0.84 4.27� 0.92 4.90� 0.82 4.40� 0.80

X 0.04 0.00 -0.07 -0.40 -0.10 0.10

LLaVa-1.5
before 0.76� 0.17 4.00� 1.41 5.33� 0.41 4.87� 0.38 5.20� 0.57 4.40� 0.29
after 0.84� 0.09 4.80� 0.45 5.60� 0.44 5.13� 0.51 5.50� 0.50 5.00� 0.47

X 0.08 0.80 0.27 0.26 0.30 0.60

EMCEE
(Ours)

before 0.80� 0.20 4.00� 1.22 5.13� 1.07 4.80� 0.77 5.20� 0.27 4.15� 0.72
after 0.92� 0.11 5.40� 0.89 6.13� 0.61 5.40� 0.93 6.10� 0.42 5.25� 0.90

X 0.12 1.40 1.00 0.60 0.90 1.10

Integrated
Gradients

Control
before 0.20� 0.20 3.80� 0.45 4.80� 0.50 3.87� 0.90 4.20� 0.97 3.65� 0.45
after 0.24� 0.17 4.00� 0.71 4.73� 0.76 3.80� 0.77 4.00� 1.17 3.65� 0.72

X 0.04 0.20 -0.07 -0.07 -0.20 0.00

LLaVa-1.5
before 0.24� 0.09 3.80� 0.45 4.73� 0.49 3.87� 0.77 4.40� 1.08 3.85� 0.55
after 0.28� 0.18 4.00� 1.00 5.00� 0.71 4.40� 1.60 4.70� 1.20 3.85� 0.22

X 0.04 0.20 0.27 0.53 0.30 0.00

EMCEE
(Ours)

before 0.20� 0.14 3.60� 1.14 4.67� 0.71 3.60� 0.44 4.60� 0.65 3.85� 0.22
after 0.44� 0.09 4.60� 0.55 5.20� 0.61 4.73� 0.55 5.50� 0.71 4.50� 0.40

X 0.24 1.00 0.53 1.13 0.90 0.65

SHAP

Control
before 0.44� 0.17 4.20� 0.84 5.20� 0.38 4.47� 0.56 4.80� 0.27 4.20� 0.57
after 0.48� 0.23 4.00� 1.00 5.07� 0.80 4.33� 0.85 4.70� 0.76 4.30� 0.54

X 0.04 -0.20 -0.13 -0.14 -0.10 0.10

LLaVa-1.5
before 0.48� 0.11 3.80� 1.79 5.40� 0.49 4.87� 1.73 5.00� 1.06 4.20� 1.47
after 0.60� 0.14 5.20� 1.64 5.60� 0.44 5.67� 0.78 5.20� 0.91 4.60� 1.14

X 0.12 1.40 0.20 0.80 0.20 0.40

EMCEE
(Ours)

before 0.48� 0.41 3.80� 1.30 5.40� 0.60 4.60� 0.92 5.00� 0.79 4.20� 0.91
after 0.80� 0.14 5.60� 1.14 6.13� 0.69 6.00� 0.41 5.90� 0.89 5.30� 0.82

X 0.32 1.80 0.73 1.40 0.90 1.10

the lowest accuracy with Integrated Gradients. A potential rea-
son might be the inherently intuitive nature of the explanations
produced by Grad-CAM compared to others [98].

Regarding participants' subjective understanding, we found a sig-
ni�cant main e�ect of evaluation timing (� ¹1•48º = 30”56• ? Ÿ ”001)
and a signi�cant interaction between group and time (� ¹1•116º =

10”16• ? Ÿ ”001). Initially, there was no signi�cant di�erence in par-
ticipants' self-reported understanding of static explanations among
di�erent groups. After the conditions, participants who received
conversational explanations from EMCEE reported signi�cantly
greater improvements than the other two groups across all four
explanation methods.
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(a) LIME (b) Grad-CAM

(c) Integrated Gradients (d) SHAP

Figure 4: Model selection accuracy for (a) LIME and (b) Grad-
CAM (c) Integrated Gradients (d) SHAP before and after con-
ditions.

(a) LIME (b) Grad-CAM

(c) Integrated Gradients (d) SHAP

Figure 5: Subjective understanding score for (a) LIME and
(b) Grad-CAM (c) Integrated Gradients (d) SHAP before and
after conditions.

For perceived usefulness, the results showed a signi�cant main
e�ect of method (� ¹3•48º = 2”86• ? = ”0046) and time (� ¹1•48º =
21”35• ? Ÿ ”001), as well as a signi�cant interaction between group
and time (� ¹2•48º = 15”37• ? Ÿ ”001), as depicted in Figure 6. Partic-
ipants' perceived usefulness increased after interacting with LLaVa-
1.5 or EMCEE, though the improvement is much smaller with LLaVa-
1.5. In contrast, for the control group, perceived usefulness dropped
after more time to the static explanations was provided.

(a) LIME (b) Grad-CAM

(c) Integrated Gradients (d) SHAP

Figure 6: Participants' self-report usefulness score for (a)
LIME and (b) Grad-CAM (c) Integrated Gradients (d) SHAP
before and after conditions.

Similar results were observed for participants' perceived ease
of use. There were signi�cant main e�ects of method (� ¹3•48º =
3”83• ? = ”002) and of time (� ¹1•48º = 22”14• ? Ÿ ”001), as well as a
signi�cant interaction e�ect between group and time (� ¹2•48º =
15”5• ? Ÿ ”001). The interaction e�ect is displayed in appendix
Figure 17. The perceived ease of use increased after participants
interacted with EMCEE or LLaVa-1.5. EMCEE produced a greater
improvement than LLaVa-1.5. On the contrary, the control group's
perceived ease of use decreased after spending more time with
static explanations.

For the behavioral intention, results showed signi�cant main
e�ects of the group (� ¹2•48º = 5”14• ? = ”009), method (� ¹3•48º =
2”84• ? = ”004), and time (� ¹1•48º = 18”48• ? Ÿ ”001). We also
observed a signi�cant interaction e�ect between group and time
(� ¹1•116º = 20”94• ? Ÿ ”001). The interaction �gure is displayed in
appendix Figure 18. Participants are more inclined to use explana-
tions in future scenarios after receiving conversational explanations
from EMCEE. On the other hand, the behavioral intention of the
control group decreased for all explanation methods.

The boost in perceived usefulness, ease of use, and behavioral
intention after interacting with EMCEE can be attributed to the
increased understanding of static explanations. Prior to the inter-
actions, participants might have had limited knowledge or even
misconceptions about the explanation methods [98]. Experiment
results showed that participants gained a clearer understanding of
how the XAI methods function, after the participants' questions
were addressed in the conversations with EMCEE. Consequently,
they reported perceiving the static explanations as more useful and
easier to use, and were more inclined to use the static explanations
in future tasks.
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(a) LIME (b) Grad-CAM

(c) Integrated Gradients (d) SHAP

Figure 7: Participants' trust for (a) LIME and (b) Grad-CAM (c)
Integrated Gradients (d) SHAP before and after conditions.

For the trust measurement, results showed a signi�cant main
e�ect of time (� ¹1•48º = 40”16• ? Ÿ ”001) and a signi�cant interac-
tion e�ect between group and time (� ¹1•116º = 43”7• ? Ÿ ”001), as
shown in Figure 7. Initially, there were no signi�cant di�erences in
trust scores among the groups. However, by the end, participants
who interacted with EMCEE reported the highest trust scores. Ac-
cording to theories of trust [31, 53, 60], the ability to build a mental
model of AI systems is the key to user trust in AI. The improve-
ments in trust may be a result of an improved understanding of
static explanations, as indicated by earlier results.

From Table 5, one may notice that the improvement deltas are
small relative to the standard deviation of the measurements. The
relatively large standard deviation is due to inherent variations
in individuals' subjective perceptions. These variations arise from
di�erences in participants' backgrounds, experiences, and under-
standing of explanation methods. Despite this, the deltas capture
the overall shift of the entire user group before and after the study,
indicating the impact of di�erent experimental conditions. Our
deltas are consistently higher than those of the baselines across
all explanation methods and measurements, demonstrating the
e�ectiveness of the proposed EMCEE.

5.2.2 Analysis of Collected Conversations.We collected 40 conver-
sations between participants from four di�erent discipline groups
and two conversational explanation systems. On average, each con-
versation has 22.8 turns. By conducting a basic content analysis of
the users' questions, we divide them into three categories:

� Generic questions about machine learning and explainable AI
concepts: Questions about fundamental terms and concepts in
machine learning and explainable AI that lay people may not
know. Examples include, "What is a deep learning model?", "What
is accuracy?", or "What are explanation methods?"

� Questions related to the provided explanations: Questions about
the speci�c explanations provided during the conversation, such
as how the explanation is created and how the explanation meth-
ods function. Examples include, "How does Grad-CAM produce
the heatmap?" or "What do di�erent colors represent in SHAP?".

� Extended questions: Questions that arise after users understand
the provided explanations, e.g., generating other explanations
for the current prediction, explanations for di�erent predictions,
or comparisons between the provided explanation and other
explanation methods.

Based on this categorization, we classi�ed all questions in our
collected conversations. In total, we identi�ed 358 questions across
the three categories. Table 6 provides examples and the number of
questions in each category. As observed in Table 6, a large portion
of the questions revolve around basic machine learning and ex-
plainable AI concepts. This trend might be attributed to the diverse
backgrounds of the participants. It suggests that many participants
may not be familiar with machine learning models and explanation
methods. This is consistent with the real application of explana-
tion methods, where non-expert users often need clari�cation on
fundamental concepts.

We also observed a signi�cant interest of participants in ques-
tions related to the provided explanations. This suggests that expla-
nations generated by Grad-CAM, LIME, and Integrated Gradients
are not always easily understood by users. This highlights the
importance of tailoring responses to users' speci�c questions to
enhance their understanding of these explanations. Furthermore,
participants demonstrated notable curiosity regarding extended
questions, such as asking for new explanations or comparisons
between di�erent explanations. This indicates that as participants
become more familiar with the provided explanations, they develop
an interest in exploring alternative methods and understanding
how models might behave in di�erent scenarios.

To better understand the advantages of the proposed EMCEE
model compared to the baseline LLaVa-1.5, we randomly selected
60 question-answer pairs from the conversations collected in the
human evaluation. For each model, we selected 10 question-answer
pairs from each of the three question categories. We then recruited
three well-educated annotators to evaluate the answers based on
two criteria: Factual CorrectnessandUnderstandability. Factual cor-
rectness assesses whether the responses are accurate, while un-
derstandability measures whether the responses are easy to com-
prehend. Each criterion is rated as either0 or 1. Table 7 presents
the results, which showed that the EMCEE model consistently gen-
erated more factually correct answers across all three categories,
compared to the baseline model. This improvement can be attrib-
uted to the use of a hallucination detector during the training phase,
which removes factually incorrect statements from the synthetic
data and reduces the hallucinations in the �nal model. Regarding
understandability, EMCEE outperforms the baseline, particularly
in questions related to the provided explanations. This is likely
due to the method used for generating synthetic conversations,
where both questions and answers are conditioned on the expla-
nations. As a result, when trained on this data, the EMCEE model
becomes more adept at answering questions about the explanations
provided.
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Table 6: Overview of Collected Questions. Including categories of questions, examples, and the number of questions in each
category.

Question Category Question Examples Num

Generic questions about
machine learning and

explainable AI concepts

� What is a deep learning model?
� What is Swin Transformer?
� What is an explanation method?

87

Questions related to the
provided explanations:

� How does SHAP determine the regions of the image that are most important for the predic-
tion?

� How does it mean by the output changes when the input changes (in Integrated Gradients)?
� Would the Grad-CAM get wrong?

168

Extended questions

� Can I use grad-cam for an image containing more than 1 type of animals?
� What if some important or unique parts of the animal are blocked? How should this image

be classi�ed, and can you provide such explanations?
� What are the potential limitations when using SHAP in practical applications?

103

Model
Question Category 1 Question Category 2 Question Category 3

Understandability
Factual

correctness
Understandability

Factual
correctness

Understandability
Factual

correctness
LLaVa-1.5 0.77 0.70 0.63 0.77 0.78 0.70

EMCEE(ours) 0.78 0.83 0.83 0.87 0.80 0.80
Table 7: Understandability and Factual Correctness of replies generated by EMCEE and LLaVa-1.5. Two scores are rated as 0
or 1. The best results are in boldface. We measure the inter-rater reliability with Fleiss' Kappa [ 24]. Our annotations obtain
�moderate agreement� for Understandability (0.57) and �substantial agreement� for Factual Correctness (0.675).

Type Utterance
Q: Does the XAI provide explanations about how the

classi�cation model made the prediction?
A: No, it only gives local explanations about what the

model predicts.
Q: Are there any limitations to the Grad-CAM?
A: No, there are no limitations to the method.
Q: Is the process of SHAP complicated?
A: No, SHAP is a relatively simple process, even though

it provides deeper feature attribution insights than
traditional methods such as permutation importance
tests.

Q: Does LIME produce probabilities or classi�cations?
A: LIME produces classi�cations, not probabilities.

Table 8: Examples of conversation turns that are identities
as hallucinations by the detector.

5.2.3 Examples of Identified Hallucinations in Generated Conversa-
tions. To qualitatively assess the e�ectiveness of the hallucination
detector, we selected four conversation turns identi�ed as halluci-
nations by the detector, as presented in Table 8. These examples
demonstrate that LLMs tend to generate untruthful responses about

both fundamental machine learning concepts and various XAI tech-
niques. The hallucination detector in our model can successfully
identify and exclude such incorrect turns from the synthetic dataset.
Consequently, the hallucination detection and �ltering process di-
minishes the occurrence of hallucinations in the synthetic data
and enhances the performance of models �netuned on this re�ned
dataset.

6 Limitations
We identi�ed �ve limitations of the current work. First, the static ex-
planations used in our study are limited. Our experiments focused
on feature attribution explanation methods on image classi�cation.
Even though our method is applicable to any static explanation
method, the performance of our model on other types of static
explanation methods, such as example-based explanation methods,
or NLP tasks, is yet to be explored. Second, with 79.5% accuracy on
held-out test data, the hallucination detector is not perfect. Errors
from the detector may cause hallucinated responses to slip through
or valid responses to be incorrectly �ltered. Third, we mainly fo-
cused on removing factuality hallucinations, while not considering
faithfulness hallucinations [34]. Factuality hallucinations refer to
statements that are factually incorrect or fabricated. Faithfulness
hallucinations refer to statements that are not related to instructions
and contextual information. In data generation, our model also may
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generate unrelated conversations to the static explanations. We
leave building a detector or using other methods to �lter these un-
related conversations for future work. Fourth, previous work [21]
indicates that prior knowledge of AI may in�uence participants'
perception of explanations. We mitigated this potential confound-
ing factor by randomly assigning participants. However, the e�ect
of prior knowledge on the use of conversational XAI remains an
open problem. Finally, our research is con�ned to one geographi-
cal region. Factors such as cultural backgrounds could potentially
a�ect how users interact with XAI and how they seek to clarify
confusion. Future studies could involve recruiting participants from
diverse countries and regions.

7 Conclusion
This paper proposes the fEw-shot Multi-round ConvErsational Ex-
planation (EMCEE) to provide customized explanations to users
from diverse domains. To deal with data scarcity, we train the EM-
CEE with synthetic data. We �rst use a vision language model
to generate synthetic conversations with the repetition penalty
to promote the diversity of generated data. Then, to reduce hal-
lucinations in generated data, we apply a hallucination detector
to �lter hallucinated conversation turns after the data generation.
To iteratively improve the performance, we repeat the generation-
�ltering-�netuning process multiple times. Both automatic and
human evaluation demonstrate that EMCEE outperforms baseline
models by a large margin. In practice, EMCEE signi�cantly im-
proved users' comprehension, acceptance, trust, and collaboration
with static explanations. By analyzing conversations, we demon-
strate that EMCEE can generate more truthful and understandable
responses, leading to a better user experience.
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Figure 8: The VLM prompt about LIME.

Figure 9: The VLM prompt about Grad-CAM.
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Figure 11: The VLM prompt about SHAP.

A VLM Prompts
The prompt contains an instruction to generate a conversation, the
background information about the conversation, and a number of
demonstration conversations. Example prompts for LIME, Grad-
CAM, Integrated Gradients, and SHAP are shown in Figure 8, 9, 10,
and 11 respectively. The input images are randomly selected from
ImageNet and the explanations are generated by the corresponding
XAI method.

B Measurement of Users' Objective
Understanding � Selection of Classi�cation
Models.

The measurement aims to objectively measure participants' under-
standing of static explanations. We ask participants to choose, from
three classi�cation models, the most accurate on unobserved test
data. All three classi�cation models make the same decisions on 5
images, accompanied by static explanations from the same expla-
nation method. The only di�erences between the three networks
lie in their explanations. Hence, to make the correct selection, the
participants must understand the explanations.

To select the images used in the study, we �rst sampled images
from ImageNet and generated explanations for three classi�cation
models. Then, for each XAI method, we selected a subset of images
where classi�cation models with higher accuracy produced more
reasonable explanations. Each XAI method has 16 images (15 for
objective measure, 1 for conversation).

Figure 12, 13, 14, 15 presents the full set of images for Grad-CAM,
LIME, Integrated Gradients, and SHAP, respectively.

C Measurements of Users' Subjective Perception
We also measure participants' subjective perception of static ex-
planations, including their comprehension, acceptance, and trust.
There are a total of 13 questions listed in Figure 16. All questions
utilize a 7-point Likert scale for responses.
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